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Scatterplot Smoothing

1.1 Introduction

As we saw at the end of the previous chapter the LIDAR data, shown
again in Figure 1.1, is virtually impossible to model using traditional
parametric techniques. Many of the problems described in Chapter ??
also involve non-linear effects that are dif �cult to model parametri-
cally. There is a clear imperative to be able to handle such non-linear

Figure 1.1: Scatterplot
of LIDAR data.
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relationships effectively through more �exible techniques. Even in
circumstanceswhere transformations and/or quadratic terms can be
used to handle non-linearities, it should be kept in mind that their use
can require a good deal of expertise and time. In some applications,
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particularly those where many regression �ts are required, it is not
feasible for such delicate modeling to be done. Rather, one requires
the non-linear components to be handled automatically.

In this chapter we will look at some ways of freeing oneself of the
restrictions of parametric regressionmodels. The title of this chapter:
scatterplotsmoothinghas become commonplace in data analytic con-
texts where one is interested in highlighting the “underlying trend”
in the scatterplot. Here the scatterplot points are simply treated as
a collection of points on a plane, without any regard to an underly-
ing probabilistic model. Alternatively , we could think of the vertical
positions of each point as a realization of a random variable � con-
ditional on the variable � with value corresponding to the horizontal
position of the point. In this chapter, � will be univariate. Nonpara-
metric regression with multiple predictor variables will be discussed
in Chapters ??— ??. The underlying trend would then be a function
such as ���

�����
	

�

��� ���
�

This can also be written as

�����

���

������������� 	

�

���������

in which casethe problem is often referred to as nonparametricregres-
sion, where the function

�

is some unspeci�ed “smooth” function
which needsto be estimated from the

�

����������� 's.
There are now several methods around for smoothing a scatter-

plot. The method that we focus on in this chapter, penalizedsplines,
e.g.O'Sullivan (1986),Kelly and Rice,(1990),Gray, (1992,1994),Eilers
and Marx, (1996),and Hastie (1996),has the attractiveness of being
a relatively straightforwar d extension of linear regression modeling.
Somealternatives are discussedat the end of the chapter.

1.2 Preliminary Ideas

We will start with the straight line regressionmodel:

�������� !�"��#$���%�'&)(*(,+)()�-� (1.1)

Figure 1.2 provides some graphical representationsof this model.
Figure 1.2(a) shows an example of (1.1),with the line representing the
underlying regression function and the points representing a typical
data set for such a model.
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Figure 1.2: The simple
linear regression
model.

(a) Straight Line Model
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Figure 1.2(b) displays the correspondingbasisfor the model. These
are the functions: �

and � � (1.2)

Note that the right hand side of (1.1) is a linear combination of these
functions which is the reason for use of the wor d basis. The basisFrom linear algebra, a

basisof a vector space
is a set, � , of elements
of that spacesuch that
any element of the
spacecan be expressed
uniquely asa linear
combination of
elementsof � . For
example, �������	��
 is a
linearcombinationof the
basis functions � and


 . Thus, 
�����
�� is a
basis for the vector
spaceof all linear
polynomials in 
 .
Further details are
given in Appendix ??.

functions correspond to the columns of the “ � -matrix” for �tting the
regression:

�

�

��

�

�

� #

...
...�

���

���

�

�

As we described in Chapter 2, the vector of �tted values � can be
obtained from this matrix and  through the formula

� �

�

�

�"!#�

�%$

#

�"!

 �'&( �� (1.3)

A simple extensionof the simple linear model is the quadraticmodel:

�������$ !� ��#%����� �*)
�

)

�

�'& ( (,+)( � � (1.4)

It is illustrated in Figure 1.3. Notice that there is an extra basis func-
tion: �

) , which corresponds to the addition of the �+) �

)

�

term to the
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Figure 1.3: The
quadratic regression
model.

(a) Quadratic Model
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model. The � -matrix for the quadratic model is

�

�

��

�

�

� # �

)

#

...
...

...�

�
�

�

)

�

���

�

and �tted values can be obtained using (1.3)with this particular
�

.
The quadratic model is an example of how the simple linear model

might beextended to handle non-linear structure. Wewill now look at
how it can be extended to accommodatea dif ferent type of non-linear
structure.

Consider the model depicted in Figure 1.4(a). We call this the bro-
kenstick model since it consists of two dif ferently sloped lines which
join together at � � � ��� . How might one choosethe set of basis func-
tions to handle this type of structure? One possible answer (there are
several others) is to intr oduce a basisfunction which is zero to the left
of 0.6, and then is positively sloped function from 0.6 onwards. One
should be able to seefrom Figure 1.4 that the broken line in the top
panel can be obtained as a linear combination of the threebasis func-
tions in the bottom panel. A compact mathematical way of expressing
the new basisfunction is �

��� � ���)���
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Figure 1.4: The broken
stick regressionmodel.

(a) Broken Stick Model
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where, for any number � , � � is equal to � if � is positive and 0 oth-
erwise. The broken stick model (with a break at � ��� ��� ) is thereforeWe often call

�


������ �
	�� the positive
part of the function


��
��� � since the � ��� �

setsit to zero for those
values of 
 where


��
��� � is negative, i.e.

������ � . A function
such as

�


��
��� ��	�� is
also sometimes
referred to asa
truncatedline. The
reasonfor this name is
illustrated in
Figure 1.4(b).

����� �� �"��#%�$��� ��#�#

�

��� � � ���)��� � &)(*( + ( � (1.5)

and can be �t using (1.3)with

�

�

��

�

�

� #

�

��# � � ���)���

...
...

...�

�
�

�

�
�

� � ���)���

���

�

�

Now suppose that we have structure which is more complicated
than the broken stick model. Figure1.5(a) gives an example for which
thereis astraight line structurein the left-hand half, but the right-hand
half is prone to a high amount of detailed structure. We will descrip-
tively label this the whip modelsincethe right-hand half is freeto move
around like the lash of a whip, while the left-hand side correspondsto
the whip's stiff handle and is linear. If we have good reasonto believe
that our underlying structure is of this basicform then how might one
change the basis? One possible answer is provided by Figure 1.5 (b),
where the functions

�

��� � ���)��� �

�

� � � �����)��� � � � � �

�

� � � �����)���
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Figure 1.5: The whip
regressionmodel.

(a) Whip Model
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(b) Corresponding Basis
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are included. It is not too hard to seethat this basis will do a reason-
able job of modeling any “whip-like” structurewith a handle between

� � � and � � � ��� . Once again we can appeal to ordinary least
squaresto �t such a model with the � -matrix:

�

�

��

�

�

��#

�

��# � � ���)���

�

��# � � �����)���������

�

��# � � �����)���

...
...

...
...

. . .
...�

�
�

�

�
�

� � ���)���

�

�
�

� � �����)���������

�

�
�

� � �����)���

���

�

�

From this example you should now appreciatethat it is possible to
handle any complex type of structure you like by simply adding more
functions of the form

�

� �

�

�
� to the basis or, equivalently , adding

a column of
�

�$� �

�

��� values to the � -matrix. The value of � cor-
responding to the function

�

� �

�

� � is usually referred to as a knot.
This is becausethe function is made up of two lines which are “tied
together ” at � �

� . Figure 1.5 displays the function
�

� �

�

�
� for

�

� � ���*� � �����*� � � ��� � �����*�

A function such as
�

� � � ���)�
� is called a linear splinebasisfunction

and a set of such functions is called a linear spline basis. Note that
any linear combination of linear spline basis functions

�

, � ,
�

� �
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�

# ��� � � � ���

�

� �

���

��� is a piecewise linear function with knots at �

# �

� � � �

��� . Sucha function is called a spline.The traditional
de�nition of the wor d
splineis a thin strip of
�exible timber. A
mathematical spline is
so named becauseof
the analogy of a
�exible function able to
adapt to the data.

Rather than referring to the spline basis function
�

� �

�

� � , it is
common to simply refer to its knot � . Thus, we say that a model has
a knot at 0.35 if the function

�

� � � �

�

�)� � is in the basis. The spline
model for

�

is

���

�������� !� ��# � �

�

�

���

#

�

�

�

� �

�

�

��� � (1.6)

1.3 Practical Implementation

In the previous section we knew the form of the underlying function,
so selection of the appropriate basis was relatively easy. In the real
world we are only given the scatterplot, so selection of a good basis
is usually more challenging. Consider the scatterplot for the LIDAR
data shown in Figure 1.1. One could start by trying to chooseappro-
priate knots by trial and error. Figure 1.6shows the result of a �t with
knots placed at (	��
	� & =575and (
��
	� & =600.The bar at the baseof the
plot shows the position of the knots. While this �t displays the essen-

Figure 1.6: Linear
spline regression�t to
LIDAR data with knots
at ��������� =575and

��������� =600.The bar at
the baseof the plot
shows the position of
the knots.
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tial qualitative features of the data, it is somewhat lacking in quality .
For instance, for low values of (	��
	� & the points follow a much �atter
trend than the �tted line over this region.
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An obvious remedy is to use4knots instead of 2;sayat (
� 

�*& =500,
550, 600 and 650. The resulting �t is shown in Figure 1.7. This �t

Figure 1.7: Linear
spline regression�t to
LIDAR data with knots
at ���������
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is clearly much more pleasing than the one shown in Figure 1.6 and
would suf�ce for most practical purposes. However , the piecewise lin-
ear nature of the �t is an artifact of the �tting method rather than the
underlying mean structure in these data. In other wor ds, we do not
really believe that the underlying mean is piecewise linear with knots
at (	��

�*& =500, 550,600 and 650— this answer has arisen becauseof
our model speci�cation. One might try to alleviate this problem by
adding even more knots, say at every 12.5meters of the (
� 

� & . This
results in Figure 1.8. Becausethe �t in Figure 1.8 is basedon a larger
set of knots, the long piecewise linear segmentsof Figure 1.7 are not
presentand the �tting procedure hasmuch more �exibility . However ,
for these data, it appears that there is now too much �exibility: the
plot is heavily over-�tted, meaning that the �tted function is follow-
ing small, apparently random, �uctuations in the data as well as the
main features.One could try pruning the knots to overcomethis prob-
lem. For example, if the knots at (	��

�*& =612.5,650,662.5and 687.5are
deleted then we obtain the �t in Figure 1.9.

This �t is quite pleasing since it �ts the data well, without over-
�tting it. However , it was arrived at after a lot of time consuming trial
and error. Clearly it would be better to have the computer choosethe
best knots for us. The next section discussessome ideas for achieving
this objective.
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Figure 1.8: Linear
spline regression�t to
LIDAR data with knots
at ���������
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Figure 1.9: Linear
spline regression�t to
LIDAR data with knots
at ��������� =612.5,650,
662.5and 687.5deleted
from the basisthat was
used to construct the �t
in Figure 1.8
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1.4 Automatic Knot Selection

A natural �rst attempt at automatic selection of the knots is to use a
modelselectioncriterion. There are several such criteria available in the
multiple linear regression framework: e.g. Cross-validation and Mal-
lows' ��� asdescribed in Section??. The idea is to choosethat combi-
nation of knots that optimizes the chosencriterion. However , before
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contemplating such an approach it is worth considering the number
of possible models. If there are � candidate knots then there are �

�

possible models, assuming the overall intercept and linear term are
always present. For the example depicted in Figure 1.8, � ����� so
the number of models that could be generated from this set of knots
is �

)�� which is approximately equal to 67 million! Alr eady we can
seethat application of the usual model selection ideas becomeseither
highly computationally intensive, or impossible, for this approach to
automatic knot selection.

The recent literatur e has seenthe proposal of several approaches
to automatic knot selection that circumvent the need to �t all possi-
ble models. Many of them are based on stepwise regression ideas. Stepwise regression

meansbuilding
regressionmodels by
adding or deleting
predictors one at a time
basedon some
goodness-of-�t
criterion.

See,for example, Smith (1982),Friedman and Silverman (1989),Stone,
Hansen,Kooperberg and Truong (1997),Smith and Kohn (1996),Deni-
son, Mallick, and Smith (1997) and DiMatteo, Genovese, and Kass
(2001).The approachof the latter threereferencesis to couch the prob-
lem in a Bayesianframework and useMonte Carlo Markov Chain pro-
ceduresto selectthe knots. A review and comparison of someof these
approachesis given by Wand (2000).

While most of the automatic knot selection proceduresmentioned
in the previous paragraph have exhibited good performance, they are
eachquite complicated and computationally intensive. In particular ,
their extension to the semiparametric models that are required to han-
dle the problems given in Chapter ??can, in some cases,be quite dif-
�cult. Therefore we seek a simpler method for �exible spline-based
regression.

1.5 Penalized Spline Regression

As we have already discussed, the roughness of the �t in Figure 1.8
is due to there being too many knots in the model. Another way to
overcome this problem is to retainall of theknots, but to constraintheir
in�uence. The hope is that this will result in a lessvariable �t.

Consider a general spline model with � knots, where � is large
( � ����� in Figure 1.8). The ordinary least squares �t can be written
as

� �

�

�

� � � where �

� � � minimizes �  �

�

� � �	�

)

and � � � ��
 �� ����#�����#�# � � � ������#

�
�

!

, with �
#

� being the coef�cient of the
�

th knot. As discussed above, unconstrained estimation of the �
#

� 's
leads to a wiggly �t. Constraints on the �

#

� that might rectify this
situation are



1.5 PenalizedSplineRegression 11

(1) ����� � � #

�

��� � �

(2)
�

� � #

�

��� � and

(3)
�

�

)

#

�

� � �

For judicious choiceof � eachof thesewill lead to asmoother �t to the
scatterplot. However , the thir d constraint is much easierto implement
than the �rst two. If we de�ne the

�

� � �)�
	

�

� � �)� matrix

�

�

��

�

�

�

�

�

�

�

� � � � � �������

� � � � � �������

� �

�

� � �������

� � �

�

� �������
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���
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)��

�




�

�	)��

�

�

���

then our minimization problem can be written asLagrangemultipliers are
a mathematical tool for
solving optimization
problems when the
solution is subject to
constraints.

minimize �  �

�

� � �	�

) subject to � � �

!
�

� � ��� � �

It can be shown, using a Lagrange multiplier argument, that this is
equivalent to choosing � � � to minimize

�  �

�

� � �	�

)

���

)

� � �

!��

� � � (1.7)

for somenumber ��� � .Equation (1.7)can be
minimized by using
exactly the same
calculus techniques
that are used to derive
the solution to the
ordinary least squares
problem. SeeSection??
of Appendix ??for an
intr oduction to
calculus of functions of
a vector.

This has the solution

�

� � ��� �

�

�"! �

���

)

�

�%$

#

�"!

 ��

The term �

)

� � �

!

�

� � � is called a roughnesspenaltysince it penalizes �ts
which are too rough; thus yielding a smoother result. The amount of
smoothing is controlled by � and it is thereforeusually referred to asa
smoothingparameter. The �tted values for a penalized spline regression
are then given by

� �

�

�

�"!#�

���

)

�

�%$

#

�"!

 �� (1.8)

The reason for using �

) rather than � is given in Section 1.7. Pe-
nalized estimation shrinks all coef�cients of spline basis functions to-
wards zero and can be contrasted with knot selection which shrinks
some coef�cients all the way to zero while leaving the remaining co-
ef�cients unshrunk. Note that (1.8) is a type of ridgeregression. Ridge
regression is sometimes used in parametric multiple regressionmod-
eling to reducethe variability of estimated coef�cients (seee.g.Draper
and Smith, 1998).
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Figure 1.10: Penalized
linear spline regression
�t to LIDAR data with

�

���

� .

range

lo
g 

ra
tio

400 500 600 700

-1
.0

-0
.8

-0
.6

-0
.4

-0
.2

0.
0

Figure 1.10 shows a �t to the LIDAR data obtained by applying
(1.8)with � �

�

� .
This �t shown in Figure 1.10 is quite pleasing. It depends on the

set of knots and the smoothing parameter � . In Chapter ??we will
show that, provided the knots cover the range of ��� values reasonably
well, their number and positioning does not make a big dif ference
to the result. However , � has quite a big effect. This is illustrated
in Figure 1.11 where �ts to the LIDAR data are shown for various
values of � with the knot sequenceused in Figure 1.8.The case � ���

corresponds to the unconstrained case,so the �t is identical to that
shown in Figure1.8.For � �

�

� we have downweighted the in�uence
of the knots, so the �t is a little less rough. Increasing � three-fold
leads to a very pleasing �t as shown in Figure 1.10 (c). If we take

� to be very large, as in Figure 1.10 (d), then the effect of the knots
diminishes and the least squaresline is approached.

Methods for choosing � and the knot locations from the data are
described in Chapter ??.

1.6 Quadratic Spline Bases

Eachof the regressionmodels that we have �t so far are linear splines,
i.e., continuous, piecewise linear functions. There are conceptually
very simple and intuitive, and will suf�ce in many applications.
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Figure 1.11: Linear
penalized spline
regression�ts to
LIDAR data for

�

values of 0, 10,30and
1,000.24 knots are
used.
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As we discussed in Section1.2, the reasonfor the piecewise linear
nature of the functions is that they are a linear combination of piece-
wise linear functions of the form

�

� �

�

� � . A simple way of escaping
from piecewise linearity is to add �

) to the basis and also to replace
each

�

� �

�

��� by its square,
�

� �

�

�

)

�

. The function
�

� ��� ���)�

)

�

is
illustrated in Figure 1.12

Notice that this function does not have a sharp corner like
�

� �The potentially
ambiguous notation

�


�����	

�

�

will always
be taken to mean
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rather
than 
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���� 	

�

� � .

� ���)��� does. In other wor ds,
�

� � � ���)�
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�

hasa continuous�rst derivative.
It follows that any linear combination of the functions

�

� � � �

)

�

�

� �

�

#
�

)

�

� � � � �

�

� �

�
�

�

)

�

(1.9)

will also have a continuous �rst derivative and not have any sharp
corners. This will usually result in an aesthetically more appealing �t.
We call (1.9)a quadraticsplinebasiswith knots at �

# � � � � �

��� .
Another advantageof using quadratic spline basisfunctions is that

quadratics tend to do a better job of �tting peaksand valleys in a scat-
terplot. This is illustrated in Figure1.13for data on ratios of strontium
isotopes found in fossil shells and their age. Both estimatesare basedThe fossil data were

collected by T.
Bralower of the
University of North
Carolina, U.S.A., and
are analyzed by
Chaudhuri and Marr on
(1999).We are grateful
to ProfessorJ.S.Marr on
for providing us with
thesedata.

on 11 equally spacedknots. The quadratic spline �t smooths out the
valley much more effectively than the linear spline �t; and there are
no unsightly corners. However , if one usesenough knots and penal-
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Figure 1.12: A
quadratic basis
function with a knot at
0.6.
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Figure 1.13: Penalized
spline regression�ts to
the fossil data basedon
(a) linear spline basis
functions and (b)
quadratic spline basis
functions. In eachcase
11 equally spaceknots
are used.
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(b) Quadratic Spline
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ized least-squares,then the dif ferencebetween a linear and quadratic
spline �t is usually negligible – seeSection??, in particular , Figure ??.

When �tting quadratic splines by penalized least-squares, the co-
ef�cients of

�

��� � and �

) are unpenalized. If the
�

th row of
�

con-
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tains the basis functions (1.9) in that order, all evaluated at � � , then
�

� diag
�

� � � � � �

�

� � � ���

�

� .

1.7 Other Spline Models and Bases

All of the previous examples in this chapter use the linear spline or
the quadratic spline model with the truncated power basis.Two types
of generalizations are possible:

(1) to other spline models;

(2) to other basesfor a given spline model.

One reasonfor considering other models is to achieve smoother �ts.
Smoother �ts are especially important if one plans to dif ferentiate the
�t to estimate a derivative of the regressionfunction; seeSection??

In principle, a changeof basisdoesnot changethe �t, though some
basesare more numerically stableand allow computation of a �t with
greateraccuracy. Besidesnumerical stability , reasonsfor selecting one
basisover another are easeof implementation, especially of penalties,
and interpr etability. The latter consideration is usually not too impor -
tant since one is generally interested only in the �t, not the estimated
coef�cients.

An obvious generalization is to a spline model of general degree.
Using the truncated power functions, the basis is:

�

� � � � � � ���

�

�

�

� �

�

# �

�

�

� � � � �

�

� �

�

�

�

�

�

(1.10)

which is known as the truncatedpowerbasisof degreep. Sincethe func-
tion

�

� �

�

�

�

�

has � �

�

continuous derivatives, higher values of �

lead to smoother spline functions. The � th degreespline model is

���

�������$ !� ��# � � ����� � � �

�

�

�

�

���

#

�
�

�

�

���

�

�

�

�

�

� (1.11)

When �tting a � th-degreespline by penalized least-squares,none
of the polynomial coef�cients is penalized. For ��� � , the formula for
the �tted values becomes

� �

�

�

�
!

�

���

) �

�

�
$

#

�
!

 (1.12)

where
�

� diag
�




� � # ���

�

�
� (1.13)
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The power of � � on the � is justi�ed as follows. Supposethat the �

variable undergoesa transformation of the form

�

����

�

for some �

� � . This will happen if dif ferent units of measurement
are used for � . Then it is natural to ask that application of the same
transformation on the smoothing parameter,

�

����

���

results in the same �t � . It can be shown that the parameterization
used in (1.12)is necessaryand suf�cient for � to have this property.

1.7.1 B-splines

Truncated power basesare useful for understanding the mechanicsof
spline-based regression, and can be used in practice if the knots are
selectedcarefully or a penalized �t is used. However , the truncated
power baseshave the practical disadvantage that they are far from or-
thogonal. This cansometimeslead to numerical instability when there
a large number of knots and the penalty parameter � is small (or zero
in the caseof ordinary leastsquares).Therefore, in practice, especially
for ordinary least squares �tting, it is advisable to work with equiva-
lent baseswith more stable numerical properties. The most common
choice is the B-splinebasis. Two basesare

equivalent if they span
the sameset of
functions. By “span”
we mean the setof all
possible linear
combinations of the
basis functions. Some
details are given in
Appendix ??.

Figure 1.14shows the B-spline basesof degrees1, 2 and 3 for the
caseof 7 irr egularly spacedknots. Eachof theseare equivalent to the
truncated power basis of the same degree. In the regression context,
this means that if one used an � -matrix with columns correspond-
ing to the functions in Figure 1.14 then the �ts would be identical
to those obtained using the truncated polynomial of the samedegree
with knots in the samelocations.

Mathematically , we canquantify the equivalence asfollows. If
�

!

is an � -matrix with columns corresponding to (1.10)and if
���

is the
� -matrix corresponding to the the B-spline basis of the samedegree
and sameknot locations then

���

�

�

!
	

� (1.14)

where 	

� is a square invertible matrix. Substitution into (1.8) allows
us to expressa penalized spline �t of degree � in terms of the B-spline
basisas

� �

���

�

�
!

�

���

���

) �

	

!

�

�

	

� �
$

#

�
!

�

 �� (1.15)
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This form of the estimator is used by Eilers and Marx (1996).

Regression packages routinely transform the columns of the
�

matrix to a version that is more numerically stable (seeAppendix ??).
Therefore, the basis functions used in the formulation of a model will
not correspond to thosethat areusedduring its �tting. For this reason,
we will not concern ourselves about numerical issueswhen formulat-
ing spline-basedsmoothers.

Figure 1.14: B-spline
basesof degrees(a)
one, (b) two and (c)
three.The positions of
the knots are indicated
by the � 's.
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1.7.2 Natural cubic splines

A commonly used modi�cation of the cubic spline model is the natural
cubicsplinebasis.Natural cubic splines are cubic splines with the con-
straint that they are linear in their tails beyond the boundary knots.
For example, in Figure 1.15the basis functions would be linear to the
left of 0 and to the right of 1; 0 and 1 are called the boundaryknotsand
the other knots are interior knots. The linearity is enforced through
the constraints that the spline

�

satisfy
��� �

�

��� � �

� � at the bound-
ary knots. The natural spline basisshown in Figure 1.15has the knot
locations used in Figure 1.14.
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Figure 1.15: Natural
spline basis for the
samesetof knots used
in Figure 1.14.
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A cubicsmoothingspline, �

�

, minimizes the residual sum of squares
plus a penalty on the integral of the squared secondderivative,

�

�

��� �

�

) .
The resulting penalized RSSis

�

�

�

�

#

�

�
�

�

�

���

�
�

���

)

�����

�

�

�

���

)	�

�

�����

)�


� (1.16)

where the � �
� is the smoothing parameter and the cubic power is
based on the scalearguments given earlier in this section. Although
there is no prior constraint imposed on �

�

that it even be a spline, it
has been proved that the minimizer of this penalized sum of squares
is a natural cubic spline with knots (boundary and interior) at the

��� . Smoothing splines have enjoyed widespr ead use in nonparamet-
ric regression and they have a vast literatur e; see, for example, the
monographs of Eubank (1988),Wahba (1990)and Green and Silver-
man (1994).In Chapter ??we will describe their connection with spa-
tial statistical methodology.

Natural cubic splines arecalled “natural” sincethey ariseasthe so-
lution of an optimization problem. Also, the draftsman's spline, a thin
�exible strip of wood once used to draw curves and the prototype of
mathematical splines, assumesa linear shape beyond the pegs used
to constrain it. However , the boundary constraints have no natural
statistical interpr etation of which we are aware. Nor are the boundary
constraints natural in any application we have seen.We seelittle rea-
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son for preferring the natural cubic spline model to the cubic spline
model without theseconstraints.

The smoothing spline penalty (1.16)can be implemented with pe-
nalized splines as well. In that case,penalized splines are much like
smoothing splines. However , penalized splines are more general than
smoothing splines in that one can use as many or as few knots as de-
sired and natural cubic spline boundary constraints can be either im-
posed or not.

1.7.3 Radial basis functions

The truncated polynomial basisfunctions (1.10)and the B-spline basis
functions de�ned through (1.14)span the spaceof � th degree poly-
nomials with knots at �

# � � � � �

��� . When � is odd, yet another set of
basisfunctions with this property is

�

� � � � � � ���

�

� � � �

�

# �

�

� � � � � � � �

�

�

�

�

�

Figure1.16shows the basisfunctions for � �

�

when the knots are the
sameasthose used in Figure 1.14

Figure 1.16: Linear
radial basis functions
for the samesetof
knots used in
Figure 1.14.
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Note that

� � �

�

�

�

�

���

�

� � �

�

�

� � where �

�

����� �

�

�

This shows that the basisfunctions � � �

�

�

�

� ,
�

�

�

� � , depend only
on the distance � ���

�

�

� and the univariate function � . An advantage



20 1 ScatterplotSmoothing

of this property is that the extension to higher dimensional predictor
variables is straightforwar d. That is, if �����

�

and � � �

# � � � � �

� � � � are
knots in �

�

then plausible basisfunctions are those of the form

�

�

��� �

� � �

�

� � (1.17)

where, as before, ��� � �

�

�

!

� is the length of the vector � . Func-
tions of general form (1.17)are radially symmetric about � � �

� . They
are sometimes called radialbasisfunctions.

Smoothing splines have a natural representation in terms of radial
basisfunctions. For a given value of � � � the cubic smoothing spline
de�ned in the previous section can be written as

�

���

�����

�

�� !�

�

��#�� �

�

�

	 �

#

�

��#
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� � (1.18)

where �

�� �
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��# and �
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��#
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(1.19)

seeGreenand Silverman (1994).Here � � �
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� (1.20)

Note that constraint (1.19)means that smoothing splines use � basis
functions rather than the � � � implied by the combined number of
columns in

�

 and
�

# .
Appr oximations to smoothing splines requiring considerably less

computation canbeobtained by specifying aknot sequence �

# � � � ���

� � ,
using the basis functions

�

��� � � � �

�

# �

�
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���

�

�

, and replacing
(1.20)by
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# � 
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and
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This family of smoothers can be extended to those of arbitrary odd
degree by replacing the cubic power on the radial basis functions by

��� �

�

, � �

�

� �*� � � � and adding polynomial terms up to degree � �

�

(e.g. Nychka, 2000;Section 13.2.1). Section ??describessome imple-
mentational details of this approach.

Smootherswith radial basis functions also arise in the �eld of geo-
statisticswhere the term kriging is used in place of smoothing. Chap-
ter ??provides details.
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1.8 Other Penalties

As the penalty parameter � converges to in�nity , the smooth �t will
converge towards some limit. One good way to understand a penalty
is to identify the limit.

If we use a � th degree spline with the truncated power function
basisand penalty is

�

) �

�

�

���

#

�

)

�

�

� (1.21)

then the �t is shrunk towards the least-squares�t to a � th degreepoly-
nomial. Thus, the degreeof the spline and the shrinkage target are tied
together. For example, with penalty (1.21)to shrink towards a straight
line one must use linear splines.

In some instances, one wants the �exibility to choose the spline
model and the shrinkage limit independently . To achieve this �exi-
bility , one can intr oduce other penalties. Eilers and Marx (1996)use
B-splines with equallyspacedknotsand penalize the � �

�

th order dif-
ference in the B-spline coef�cients. Thus, by using � �

�

, for exam-
ple, shrinkage is towards a straight line regardlessof the degreeof the
spline, while for � ��� the shrinkage is towards a parabola. The Eil-
ers and Marx penalty is not tied to the use of B-splines, though they
do not mention this point. We can replace one basis by an equivalent
basis if the penalty matrix is also transformed as discussed in Sec-
tion 1.7.1;seeequations (1.14)and (1.15). Thus, the Eilers and Marx
penalty could be implemented using truncated power functions asthe
basis,provided the knots were equally spaced.

The Eilers and Marx penalty is certainly useful when equally spaced
knots are appropriate. In practice, however, we often �nd irr egulari-
ties in the spacings of the data that require the knots to be unequally
spaced. We prefer using knots that are at equally-spaced quantiles.
An alternative to (1.21)that allows shrinkage to a wide range of limits
and that is suitable for any spacing of the knots is a quadratic integral
penalty of the form

�

) �

���

�

�

�
���

� # �

�

�����

)



� � (1.22)

where � �

�

� � and � and
�

the smallest and largest � -values.
Penalty (1.22)shrinks towards a � th degreepolynomial. Using � �

�

and � �

�

gives a �t very similar to a cubic smoothing spline. In
fact, using natural cubic splines with knots at every � gives precisely
a cubic smoothing spline.
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Let �

�

����� 
 � #

�

���
� � � �������

�

���

�

!

be the vector of spline basisfunc-
tions so that the

�

th row of
�

is �

�

�����
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and
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!

�
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���
�

Then (1.22)is equal to
� � �

! �
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where
�

is no longer the diagonal matrix of zeros and onesgiven by
(1.13)but rather

�

is the secondmoment matrix of � :
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�

�

� �

� # �

�

���

�

�
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� # �

�

�����

!




� �

The �t is still given by (1.12) with only the de�nition of
�

in that
expressionchanged.

1.9 General De�nition of a Penalized Spline

The various types of penalized splines that have beenmentioned can
be tied together with a broader concept. Our general de�nition of a

penalized spline is �

� � �

!

�

�

��� where �

� � � is the minimizer of

�

�

�

�

#

�

��� � � � �

!

�

�

�$�����

)

�

�

� � �

!
�
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for somesymmetric positive semide�nite
�

and scalar �

� � .
The explicit form of �

� � � is (1.12)with �

) � replacedby � . Through-
out this book, we will ordinarily use spline basis (1.10)and

�

given
by (1.13).However , asshown in the previous section other choicesof

�

have appeal, especially to those familiar with smoothing splines.
When applying a penalized splines there are two basic choicesto

be made:

(1) The spline model, i.e, the degree and knot locations and
whether to impose constraints suchasnatural spline bound-
ary constraints.

(2) The penalty, or more explicitly , the form of the penalty up
to a non-negative smoothing parameter.

Once these two choices have been made, then we have two sec-
ondary choices:
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(3) The basis functions, e.g., truncated power functions or B-
splines, used to representthe model.

Here we are concernedmostly with interpr etability of the
regressioncoef�cients, not numerical stability .

(4) The basisfunctions used in the computations.

Here we are mostly concernedwith numerical stability .

Choices (3) and (4) do not affect the �tted curve, except for the
effects of numerical error. Choice (4) is discussed in Appendix ??. If
one usesmixed model software, then choice(4) is made automatically
by the software.

Constraints suchasnatural spline constraints arepart of the model
in (1) and are subsumed in the basisfunctions in (3) and (4). For exam-
ple, the natural cubic spline basisfunctions are linear combinations of
cubic spline basis functions that satisfy the natural spline constraints,
with the number of natural cubic spline basis functions equal to the
number of cubic spline basisfunctions minus the number of indepen-
dent constraints.

Once the penalty and the basis functions have been determined,
then a �ve “choice” is automatically determined:

(5) The penalty matrix
�

.

As discussed in Section 1.7.1, if in (3) or (4) we change the basis
to an equivalent basis,then the penalty matrix can be changed so that
the penalty itself is unchanged.

1.10 Linear Smoothers

While penalized spline �ts are fundamentally dif ferent from ordinary
least squares �ts, they do share some common ground. In particular
they are both linear functions of the data vector  . As noted in Chap-
ter ??, for a linear regressionmodel

 �

�

� � � ���

the ordinary least squares�t to the data is

� �'&( where & �

�

�

�"! �

�%$

#

�"!

(1.23)

is the hat matrix. The penalized spline model generalizesthis to

�  �

�

�

 (1.24)
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where
�

�

�

�

�

�"!#�

���

) �

�

�%$

#

�"!

and
�

corresponds to the � th degreetruncated polynomial basis. In
nonparametric regression contexts

�

� is usually called the smoother
matrix though the term hatmatrix is also used.

From (1.23)and (1.24) it is immediate that each can be written in
the form

� �

	

 

for some � 	 � matrix 	 that does not depend on  . We call this the
classof linearsmoothers.

Often, 	 depends on  through a smoothing parameter. In this
case,the smoother is not really linear, though it is common practice
to pretend the data-based smoothing parameter is �xed and, as an
approximation, to treat the smoother as linear.

1.11 Error of a Smoother

Let �

�

bean estimator of
�

in the general scatterplot smoothing model

�
�

�

���

�
�

�����
�

�

and let ��� � be a set of values of � for which estimation of
���

��� is
of interest. Then, for each � ��� ,

�

���

��� is an estimate of
���

��� .

A corner-stone of statistical estimation theory is the error incurr ed by
an estimator with respect to a given target. The most common mea-
sure of error is the meansquarederror (MSE) which, in this case,is

M SE
�

�

���

�����

�

	 


�

�

���

��� �

���

�����

)

�

�

MSE has the advantage of admitting the following decomposition:

M SE
�

�

� �

����� � 
 	

�

�

���

����� �

���

���

�

)

�����	�

�

�

� �

�����

which representssquared bias and variance contributions to the over-
all error.

Usually the entire curve �t is of interest, rather than individual
points so it is common to measure the error globallyacrossseveral val-
ues of � . One possibility is the meanintegratedsquarederror (MISE):

MISE
�

�

���

� ���

�

�




M SE
�

�

���

�����




� �
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A simpler alternative, that gets away from dependence on � , is the
meansummedsquarederror (MSSE):

MSSE
�

�

���

� ���

�

	

�

�

�

�

#

�

�

���

����� �

���

�$� ���

)

�

where only error at the observations are considered. An advantage
of MSSEis that it has matrix algebraic representations that simplify .
Let � �

� 


�

���

��#
�
� � � � �

�

���

� � �

�

!

denote the vector of �tted values and �

similarly de�ne the vector of
���

��� � values. Then

MSSE
�

� �

���
	 �

� �

�

�

�

)

�

In the caseof linear smoothers (Section1.10)

�
�

�

	

 ��

Then the meansummedsquarederror can be written as
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Under the assumption of homoscedasticity Cov
�

 �!���

)

�

� , the expres-
sion

MSSE
�

�
�

��� �

�

	

� ���

�

�

)

���

)

� tr
�

	 	

!

� (1.25)

results.
The �rst term of (1.25) represents the squared bias contribution,

while the secondcorresponds to the sum of the variances. In smooth-
ing, bias and variance work against one another in what as known
as the bias-variancetrade-off. For penalized spline smoothers, where

	

�

�

� , larger values of � lead to an increasein bias, but a decrease
in variance. Smaller values of � lead to the opposite results. Fig-
ure 1.17illustrates the variance bias tradeoff for data simulated from
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Figure 1.17: Illustration
of the bias-variance
trade-off. The dashed
line is the contribution
to MSSEfrom squared
bias and is increasing
in the smoothing
parameter; the dotted
line is the contribution
to MSSEfrom variance.
The vertical line
corresponds to the
minimum MSSE(solid
curve) and represents
the optimal trade-off
between summed
squared bias and
summed variance.
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���

��� ; �$� ,
�

�

�

� � ��� , equally spaced between 0 and 1
and �

�

��� � � (seeFigure ??for a realization of thesedata).
From Figure 1.17 the MSSE-optimal amount of smoothing corre-

sponds to
�����

�

�$��
 � � , and representsthe optimal trade-off between
summed squared bias and summed variance. However , note that this
is only obtainable in the unrealistic situation where

�

and �

� are
known. Chapter ??deals with estimation of the optimal amount of
smoothing.

1.12 Rank of a Smoother

Classicalsmoothing splines use � basisfunctions, while linear penal-
ized splines, or cubic radial smoothers (1.18),with � knots use �
� �

basisfunctions. For large � thereare considerablecomputational sav-
ings available from the latter approach. But what is the cost? We will
now show that “r educed knot” smoothers tend to discard components
of “full knot” smoothers that are unimportant to the �nal smooth.

Consider a general linear smoother with ��	 � smoother matrix
	 , where 	 is symmetric and positive semide�nite, asis true for all of
the spline smoothers we consider. Let �

#
� � � ����� � be the ordered

eigenvaluesof 	 with corresponding eigenvectors� # � � � �����
�

. Figure Every ����� matrix has
� scalareigenvalues
and corresponding

��� � eigenvectors;see
Appendix ??. These
can be used to
characterize its
properties in various
ways.

1.18shows the eigenvalues of (a) a full knot smoothing spline and (b)
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a cubic radial smoother with � � � knots; both for ��� � � equally-
spacedobservations. In Figure 1.19the eigenvectorscorresponding to
the full knot smoothing spline are plotted against the predictor vari-
able. Notice that the eigenvectorscorresponding to the smaller eigen-
values becomemore oscillatory.

Figure 1.18:
Eigenvalues for the
smoothing spline

�

�

�

� ��	 ,
corresponding to the
eigenvectors in Figure
1.19and a 9-knot
penalized spline.
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Eigenvalues and eigenvectorsarede�ned through the relationship

	

����� �,�����-�

�

�

�

� � � � ��� (1.26)

The eigenvectors form a basisfor �

� , so for a general responsevector
 one has the representation

 �

�

�

�

�

#

�

� ��� �

Using (1.26)�tted values can then be representedas

�
 �

�

�

�

�

#

�

�
�

�
�

�
�

From this representation, Figures 1.18 (a) and 1.19 it is seen that the
main part of the smoothing spline �t is in the �rst 9 or 10eigenvectors.
The higher order eigenvectorscontribute relatively little to the �t.
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Figure 1.19:
Eigenvectors
corresponding to the
ordered (largest to
smallest) eigenvalues
of the smoother matrix
of a smoothing spline
with �

�

� � .

1st eigenvector 2nd eigenvector 3rd eigenvector 4th eigenvector 5th eigenvector

6th eigenvector 7th eigenvector 8th eigenvector 9th eigenvector 10th eigenvector

11th eigenvector 12th eigenvector 13th eigenvector 14th eigenvector 15th eigenvector

16th eigenvector 17th eigenvector 18th eigenvector 19th eigenvector 20th eigenvector

In Figure 1.18(b) one seesthat the eigenvalues are exactly zero for
all but the �rst 11 eigenvectors. Thesecorrespond to a linear transfor-
mation of the 11 basis functions in the �t. The eigenvectors of this �t
are not plotted here, but are similar in nature to those plotted in Fig-
ure 1.19. It is apparent that the reduced knot smoother has an inbuilt
omission of the least important component of the smoother. Hastie
(1996)gives a fuller mathematical treatment of this basic idea.

Using the matrix algebraic result

rank of a matrix 	

�

number of linearly independent columns in 	

� number of eigenvalues of 	 that are non-zero

one can use the rank of the smoother matrix to quantify its computa-
tional complexity. Smoothers that use considerably less than � basis
functions will be called low-rank, while those with basis functions ap-
proximately the sameasthe sample size will be called full-rank.

A set of vectors are
linearly independentif
none of the vectors can
be expressedaslinear
combinations of the
others; seeAppendix
??.

Low-rank smoothers have risen to prominence in recentyearsdue
to articles such asEilers and Marx (1996)and Hastie (1996).However ,
the idea of using fewer than � basis functions in spline smoothing
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has been discussed in several earlier articles: at least Parker and Rice
(1985),O'Sullivan (1986,1988),Gray (1994)and Kelly and Rice(1990).
The S-PLUS function smooth.spline( ) useslow-rank approxima-
tions for � � � � .

For scatterplot smoothing with sample sizesin the hundr eds there
is not a great deal to be gained from the use of low-rank smoothers.
But for larger sample sizes and more complicated models involving
severalsmooths,astreatedin the later chaptersof this book, the reduc-
tion in computational overhead through the useof low-rank smoothers
can be enormous.

1.13 Degrees of Freedom of a Smoother

As seenin Figure 1.11on page 12 a small value of the smoothing pa-
rameter � leads to a wiggly scatterplot smooth, somewhat close to
interpolation of the data, while a very large � results in a paramet-
ric �t, depending on the degree of the spline basis functions. What
is not so clear is the relationship between intermediate values of �

and the resulting amount of smoothing. This problem is illustrated in
Figure 1.20which shows 24-knot linear penalized spline smooths of
the LIDAR data with �'�

�

� and �'� ��� . Even though the second
smoothing parameter is 50%larger than the �rst, the two �ts look al-
most identical. Sothe value of the smoothing parameter doesnot have
a dir ect interpr etation as to how much structure is being imposed in
the �t.

A transformation �

�

�$� of � that provides a reasonablesolution to
this problem is

�

�

� ��� tr
�

�

�

�

which we call the degreesof freedomof the �t corresponding to the
smoothing parameter � . As seenin Section ??, in parametric regres-
sion, the trace of the hat matrix & is

tr
�

& ��� number of �tted parameters � degreesof freedom

so tr
�

�

�

� is a generalization of this de�nition to scatterplot smoothers.
It has the rough interpr etation as the equivalentnumberof parameters
and can be calibrated with polynomial �ts: a scatterplot smooth with

� degreesof freedom summarizes the data to about the same extent
asa �

�

�

degreepolynomial.
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Figure 1.20: 24-knot
linear spline �ts to the
LIDAR data with
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� and
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,
but with respective
degreesof freedom
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We will use the notation




�

���

�

tr
�

�

�

� (1.27)

as an abbreviation. For the penalized spline we have, by the matrix
result tr

���

� � � tr
�

�

�

� ,




�

���

� tr
�

�

�"!#�

���

)

�

�%$

#

�"! �

�)�

For a penalized spline scatterplot smooth with � knots and de-
gree � it is easily shown that

tr
�

�

 ��� � �

�

� � �

At the other extreme,

tr
�

�

�

�

�

� �

�

as �

���

so positive values of � correspond to

� �

�

�




�

���

� � �

�

� � �

Figure 1.21shows 


�

��� plotted against � for 24-knot linear penalized
spline smooths of the LIDAR data. From this one seesthat there is
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a monotonically decreasing relationship between � and 


�

��� . Thus,
there is a unique 


�

��� corresponding to eachvalue of � � � . For the
values of � depicted in Figure 1.20 the values of 


�

��� are 9.86 and
8.34 respectively. This explains their similar appearance: they have
roughly the samenumber of equivalent parameters.

Figure 1.21: LIDAR
data. Plot of �������

�

�

	

against
�

for 24-knot
linear spline �ts to the
LIDAR data.
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1.14 Residual Degrees of Freedom

As seen in Section ?? 	

�

RSS� �

�

� � ��� �

) in parametric regression
regressionmodels. Therefore, the degreesof freedomfor residuals, � � � ,
is used to correct for bias when using RSSto estimate �

) .
In nonparametric regression, we de�ne the residualdegreesof free-

domto be



�

�����

�

� � � tr
�

�

�

��� tr
�

�

�

�

!

�

� (1.28)

As in parametric estimation, the residual degreesof freedom is used
in estimation of �

) . To seethe motivation for the de�nition, suppose
that the true model is

 �

�

� � where Cov
�

� �����

)

� � (1.29)
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Let
� �

�

�

�

�

 �� (1.30)

Using the result
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for a general random vector � , (Appendix ??), we have
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� (1.31)

Assuming that the bias term �

�

�

�

� ���

�

�

) is negligible it follows that

RSS�




�

�����

is an unbiased estimate of �

) .
Note that

� �
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� � tr
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� � tr
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�*!

�

� (1.32)

is an alternative measure to




�

� �

� tr
�

�

�

� (1.33)

for the effective number of parameters being �t by �

�

� . For parametric
regression models �tted by ordinary least squares, (1.32) and (1.33)
coincide since

�

�

�

!

�

�

�

� . But for nonparametric models they can
dif fer substantially. For example, for the 24-knot linear spline �t to the
LIDAR data
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� �
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� correspondswith � �
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�����

� �

�

�

�

�

Figure 1.22is an embellishment of Figure 1.21with � �




�

����� added.
The dif ferenceis greaterfor “mid-range” amounts of smoothing, where-
as for low and high amounts of smoothing the measurestend to coin-
cide. This is becausezero smoothing and “in�nite” smoothing corre-
spond to parametric regression�ts.

For regressionmethods that arebasedon residuals sumsof squares,
such asF-tests,use of 


�

����� is more appropriate than 


�

��� . Details are
given in Section??.
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Figure 1.22:
Comparison of

� � ���������

�

�

	 and
��� ���

�

�

	 for 24-knot
linear spline �ts to the
LIDAR data.
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1.15 Other Approaches to Scatterplot Smoothing

Spline-based smoothers form just one classof the large collection of
scatterplot smoothers developed over the years. In this section we
brie�y describe someof the other main classes.

1.15.1 Local polynomial �tting

One of the most popular methods for smoothing a scatterplot is local
polynomial �tting. One of its advantagescompared with spline-based
smoothers is simpler theoretical analysis. This hasallowed greater in-
sight into the smoothing process.Summaries of this theory are given
in Wand and Jones(1995),Fan and Gijbels (1996)and Loader (1999).

Figure 1.23provides an illustration of the basic idea. The smooth
at � � � is obtained by �tting a weighted least squaresline where the
weights correspond to the height of the kernelfunction; shown at the
baseof the plot. The estimate at � �
� is obtained similarly and also
illustrated in Figure 1.23. If this procedure is applied over a grid of

� -values then the solid curve results.
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Figure 1.23: Local
linear !locallinear
scatterplot smooth
(solid curve) basedon

� �
� simulated
observations
(representedby
circles).The dotted
curves are the kernel
weights and cubic �ts
at the points � and � �
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In Figure 1.23 local lines !locallinear are being �tted. However ,
polynomials of any degreecould be used. Let � be the degreeof the
polynomial being �t. At a point � the smooth is obtained by �tting
the � th degreepolynomial model

	

�

��� ������ !� ��#

�

�$� � ������� � � ��� �

�

��� � ���

�

using weighted leastsquareswith kernelweights �

�

�

$

#

�

�
�

� ����� . The
kernel function � is usually taken to bea symmetric positive function
with �

�

��� decreasingas � � � increases.For example, Figure 1.23uses
the standard normal density function. The parameter

�

� � is the
smoothing parameter for local polynomial smoothers and is usually
referred to as the bandwidth. The value of the curve estimate is the
height of the �t �

�� where �

� � � � 
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�$ � � � ���

�
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!

minimizes
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��� � �� � � � � � � �

�

�$� � ���

�

�

)

���

��� � �
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Assuming the invertibility of
�
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, standard weighted leastsquares
theory leads to the solution
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where

�

�

�

��

�

�

��# � � �����

�

��# � ���

�

...
...

. ..
...�

� � � � �����

�

� � � ���

�

���

�

is an � 	

�

� �

�

� design matrix and

	

�

� diag � � �

� # � �

� � � � � � � � �

� � � �

� ���

is an � 	 � diagonal matrix of weights. Sincethe estimator of
���

�����

	

�

��� ��� is the intercept coef�cient we obtain
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� �
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� �
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� $
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�

 

where �$# is the
�

� �

�

� 	

�

vector having 1 in the �rst entry and zero
elsewhere.

The case � � � results in the Nadaraya-Watson(Nadaraya, 1964;
Watson, 1964)estimator:

�
�

�

�

�

� �

�

� �

�

�

�

�

#

� �

��� � �

� � �����

�

�

�

�

#

���

��� � �

� �

The data analyst must choose � and
�

. Our experience is that
���

�

works well if
�

appears monotonically increasing and other-
wise � ��� is satisfactory. The bandwidth

�

can be chosen by trial-
and-error with visual inspection, but can also be chosenfrom the data
using one of the automatic smoothing parameter selectionapproaches
discussedin Chapter ??.

The Nadaraya-Watson ( “local constant” estimator has long been
studied by theoreticians, but the local linear ( � �

�

) seemsto have
been more widely used in practice after the seminal paper of Cleve-
land (1979).The reasonsfor the superior practical performance of lo-
cal linear over local constant estimation becameclearer with the pa-
pers of Fan (1992,1993). Near the boundaries of the data and in the
interior if the � s are unequally spaced, local linear estimation is less
biased than local constant estimation. Fan (1992,1993)showed that
as �

� � and
�

�

� the bias of �

� �

�

�

�

� ��� is �

�

�

)

� for all � but
the bias of

�
�

�

�

�

�

� ��� is �

�

�

� at the boundaries and �

�

�

)

� at the in-
terior. Ruppert and Wand (1994)showed that this effect of greaterA sequence �
	 is

�

�
�

	 	 if there exists a
constant � such that

�

��	

���

�

� �

	

�

for � . In
other wor ds, �
	 is
bounded by a multiple
of

�

	 .

asymptotic bias near the boundary than in the interior holds for all
even values of � . However , one needs to use experience with data
and simulation studies when interpr eting this asymptotic result. The
effect of this “boundary bias” is most severe for ��� � . In practice,
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� � � is an excellent choiceof the degreeof the local polynomials, and
is much less variable near the boundaries as compared to � �

�

. In
simulation studies � � � often outperforms � �

�

and � �

�

.
There are several variations on the basic local polynomial �tting

idea depicted in Figure 1.23.Mostly they involved changing the value
of the bandwidth acrossthe estimation region. For example, the method
of Cleveland (1979)sets the bandwidth so that the number of points
used to estimate

���

��� is �xed, regardlessof the estimation location � .
The resulting scatterplot smooth is named LOESS.

Relative to penalized splines, local polynomial regression is slow
to compute if programmed dir ectly. However , there are severalstrate-
gies for speeding up the calculations (e.g.Cleveland and Grosse,1991;
Härdle and Scott, 1992; Fan and Marr on, 1994; Seifert, Brockman,
Engel and Gasser, 1994).

1.15.2 Series-based smoothers

Without loss of generality, assume that the regression function
�

is
de�ned on the unit interval 
 � �

�

� . Under certain regularity conditions�

admits the Fourierseriesrepresentation
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�

	
�

#

�

�

�

	

���
	

�

� �
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For higher values of
�

the functions ���
	

�

� �

��� and �

�

�

�

� �

��� become
more oscillatory, as shown in Figure 1.24. The more oscillatory func-
tions account for the �ner structure in

�

. For smoother
�

the corre-
sponding coef�cients will be small. This suggeststhe model

�
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�����
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�
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where �

�� , �

�

�

	 and �

�

�

	 ,
�

�

�

�
	 , are estimated by least squares. The
cut-off value 	 is the smoothing parameter in this case.

Other basis functions which are ordered by amount of oscillation
may be used instead of the trigonometric basisfunctions. An example
is the Demmler-Reinschbasis which, like the B-spline basis, is a trans-
formation of the truncated polynomial basisused throughout most of
this chapter (e.g.Nychka and Cummins, 1996).Another possibility is
one of waveletbases.The use of wavelets in nonparametric regression
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Figure 1.24: Fourier
seriesbasis functions:
(a) �

���

�����


 	 (b)
�
	

�

�����


�	 for
�

��� �

�

.
(a)

x

y

0.0 0.2 0.4 0.6 0.8 1.0

-1
.0

-0
.5

0.
0

0.
5

1.
0

(b)

x
y

0.0 0.2 0.4 0.6 0.8 1.0

-1
.0

-0
.5

0.
0

0.
5

1.
0

PSfragreplacements

hasbeenthe focus of a greatdeal of research sincethe early 1990s,par-
tially becauseof the ability of wavelets to handle discontinuities, kinks
and other sharp features in a systematic fashion. We have no hope of
doing justice to this burgeoning research area here. Instead we refer
to the texts of Ogden (1996)and Härdle, Kerkyacharian, Picard, and
Tsybakov (1998).

1.16 Choosing a Scatterplot Smoother

In this chapter we have described several ways of smoothing a scat-
terplot. Numer ous embellishments (seee.g. Chapter ??) are possible.
How should one decide between thesevarious choices?

First, it should be noted that there are approximate mathemati-
cal equivalences between the various linear smoothers described in
this chapter (e.g. Silverman, 1984; Eubank, 1994). This means that,
for a �xed degreesof freedom, the �ts from two dif ferent scatterplot
smoothing methods are approximately the same.This is illustrated in
Figure 1.25for low-rank and full-rank spline, local linear !locallinear
and Fourier series smoothers. Each smooth uses 11 degreesof free-
dom on the LIDAR data and are dif �cult to tell apart.
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Figure 1.25: Scatterplot
smooths of the LIDAR
data using 4 dif ferent
approaches:24-knot
penalized spline
(low-rank); smoothing
spline (full-rank); local
linear estimator;
Fourier series
estimator. Eachsmooth
uses11 degreesof
freedom.
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Somecriteria for evaluating and deciding betweenscatterplot smoo-
thers are:

The list of criteria for
evaluating and
deciding between
scatterplot smoothers
is an adaptation of one
given in Marr on (1996)

(1) Convenience.Is it available on the analyst's favorite com-
puter package?

(2) Implementability. If not immediately available, how easy
is it to implement in the analyst's favorite programming
language?

(3) Flexibility. Is the smoother able to handle a wide range of
types of relationships that may exist among the variables
of interest?

(4) Simplicity. Is it easyto understand how the technique pro-
cessesthe data to obtain answers?

(5) Tractability. Is it easy to analyze the mathematical proper-
ties of the technique?

(6) Reliability. Can the answers be trusted?

(7) Ef�ciency. Does the technique use the data in the most ef-
�cient way?

(8) Extendibility. Is the technique easily extended to morecom-
plicated settings?
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This book is geared towards analysis of real data sets, some of
which are quite complex (seeChapter ??). Therefore, we place a high
premium on (2) and (8). Criteria (4), (6) and (7) are also quite impor -
tant to us and eachof the techniquesdescribed in this chapter do quite
well in this regard.

A trade-off existsregarding (3). Most of the smoothersdescribed in
this chapter require the speci�cation of a single smoothing parameter.
However , there is a cost in �exibility and for functions with dif fering
amounts of curvatur e acrosstheir domain impr ovements are possible
using, for example, the ideas described in Section1.4and Chapter ??.
On the other hand, thesemethods require a bigger implementational
effort and can be dif �cult to extend to more complicated settings.

1.17 Bibliographic Notes

Scatterplot smoothing has a very large literatur e both inside and out-
side of Statistics. In the past decadeor so several books have summa-
rized various aspectsof the problem from a statistical viewpoint sowe
will use theseaspointers to the wider literatur e.

Books mainly on spline approachesto scatterplot smoothing are
Eubank (1988), Wahba (1990), Green and Silverman (1994), Dierckx
(1995)Gu (2002)and Hansen, Huang, Kooperberg, Stoneand Truong
(2003). The latter book concentrateson the automatic basis function
approach described in Section1.4.

Books mainly on local polynomial and kernel approachesto scat-
terplot smoothing are Müller (1988),Nadaraya (1989),Härdle (1990,
1991),Wand and Jones(1995),Fan and Gijbels (1996),Simonoff (1996),
Bowman and Azzalini (1997), Hart (1997), Pagan and Ullah (1999),
Loader (1999),and Fox (2000). Loader 's book contains an interesting
early history on local regression.

Bookson classicalseriesapproachesareThompson and Tapia (1990),
Tarter and Lock (1993)and Efromovich (1999).Thewavelet approaches
are treated in Ogden (1996),Louis, Maass,and Rieder (1997),Müller
and Vidakovic (1999),Vidakovic (1999),Härdle, Kerkyacharian, Picard
and Tsybakov (1998), Nason and Silverman (2000) and Walter and
Shen(2001)
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1.18 Summary of Formulae

Nonparametric regression model

Given scatterplot data
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Linear smoothers

Fitted values �
 of the form
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for some � 	 � matrix 	 .

Rank of a symmetric linear smoother

For symmetric 	 :

rank of a linear smoother � rank of 	

� number of eigenvalues of 	 that are non-zero

Degrees of freedom of a linear smoother
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Residual degrees freedom of a linear smoother
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